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Abstract

The goal of a foreign exchange (Forex) trader is to trade currency pairs for one another,
based on observed market behaviour, with the goal of finding a suitable trade-off between
maximising returns and minimising risk. Human traders are, however, both ineffective and
inefficient decision makers. This prevents them from making consistent and unbiased trading
decisions. A logical solution to this problem is the adoption of a trading algorithm capable
of making trading decisions without human intervention. Frameworks in the literature that
guide human traders during the algorithm development process, however, fail to exploit the
potential benefits of incorporating ensembling principles and are often not applicable to the
Forex market. A framework for the design of an intraday ensemble-based trading algorithm
is therefore proposed in this paper, tailored for the Forex market. Ensemble principles
are incorporated into this framework which may be thought of as a roadmap for designing
a trading procedure capable of trading signal generation based on market forecasts. The
practicality of the framework is illustrated in the form of a validation case study during
which a proof-of-concept trading algorithm is designed according to the framework and
tested in respect of a portfolio of four Forex currency pairs. The trading results returned
by the algorithm demonstrate that it benefits from an ensemble process in terms of both
forecasting accuracy achieved and profits generated.
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1 Introduction

Human traders on the stock market, the commodity market and the foreign exchange
(Forex) market are often subjected to the adverse effects of cognitive bias and trading
inconsistencies as a result of financial market complexity and apparent market random-
ness. Moreover, humans are typically able to trade for short trading periods only before
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succumbing to fatigue, thereby potentially forfeiting profits due to human error and non-
attendance during times of rest. Trading algorithms are, however, capable of countering
many of these drawbacks if designed carefully. These algorithms are aimed at making
quick, but informed, decisions based on robust analyses of market and other data with the
aim of consistently realising satisfactory financial returns at acceptable levels of exposure
to risk [24].

The need for efficient trading algorithms has led to a technological race aimed at developing
better and faster trading algorithms that are capable of recommending high-quality trading
decisions with a view to maximise asset turnover profits at acceptable levels of exposure
to risk. A large variety of diverse trading algorithms have been proposed to overcome the
complexity inherent in financial markets, by incorporating different kinds of data scientific
and machine learning methods [7, 11, 21, 23, 34]. Current trading algorithms have also
proven to be successful in predicting financial market movements [9, 22, 25, 27]. These
trading algorithms are unfortunately not always made publicly available and, therefore,
often necessitate some degree of reverse engineering if similar trading results were to be
achieved.

Replicating the behaviour of a trading algorithm is, however, not a trivial task. As a
result, frameworks are often proposed for guiding analysts or traders through the design
process of developing trading algorithms. For such a framework to be effective, its de-
sign should be generic, but still detailed enough to serve as a meaningful roadmap for
the entire algorithm development process. Moreover, among the trading algorithms al-
luded to above, only one trading algorithm in the academic literature has incorporated
ensemble learning techniques into the process of medium-term trading [25]. A search for
existing ensemble-based trading algorithms also highlighted the absence of appropriate
ensemble-based trading frameworks. This general lack of research would seem to indicate
an important opportunity for investigation.

In this paper we propose an intraday ensemble trading framework (IETF) for the Forex
market in order to address the shortcomings in the literature discussed above. This frame-
work is capable of guiding its users in conceptualising and developing intraday trading
algorithms which benefit from the adoption of ensemble principles in terms of both mar-
ket forecasting and actual trading signal generation. The practicality of this framework
is demonstrated by designing a computerised trading algorithm instantiation according to
the framework, which is tested under simulated real-world trading conditions.

The remainder of this paper is partitioned into five sections, organised as follows. A review
of related work in the literature is proffered in §2 in which examples of existing algorithmic
trading frameworks and decision support systems (DSSs) are discussed. The primary
contribution of the paper, the proposed IETF, is presented thereafter in §3 in the form of a
series of data flow diagrams accompanied with detailed framework component descriptions.
A computerised trading algorithm instantiation has been designed and executed under
simulated real-world trading in an attempt to demonstrate the practicality of the IETF.
The design of this instantiation is described in §4 and the trading results returned by the
instantiation are presented in §5. The paper closes in §6 with a brief discussion on its
contributions and some suggestions for future follow-up work.
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2 Related literature

The research field of algorithmic trading is broad and encapsulates many subfields. As a
result, frameworks proposed in the literature for algorithmic trading are often problem-
specific and lack generic characteristics. One exception is a generic framework proposed
by Narang [20] in a 2009 book titled Inside the black box. Due to the generic nature
of this framework, it is often cited as a point of departure during the design of more
complex frameworks [29]. Algorithmic trading books also generally form the primary
source of information for generic trading algorithm components and trading concepts,
such as those of Aldridge [1], Chan [4], and Kim [14]. These types of books are, however,
often long-winded and frequently lack trading component implementation specifics. Many
of the trading frameworks and DSSs in the literature nevertheless build on the generic
components discussed in detail in these books, but with a focus on their application to
specific real-world cases and niche problem scenarios.

Of all the frameworks and DSSs for algorithmic trading available in the literature, the one
proposed by Cavalcante et al. [3] in 2016 is by far the most relevant to this paper. Serving
primarily as a survey of algorithmic trading methods and strategies, Cavalcante et al. cov-
ered a wide range of research relevant to the development of trading algorithms. They also
claimed the following: “Despite the fact that several researchers have investigated how to
use computational intelligent systems to predict financial market movements, there is no
well-established and tested methodology which describes how to create an autonomous
trading system.” This lack of formally documented frameworks has been attributed to
the greedy nature of traders who typically attempt to protect their intellectual capital.
As a result, a generic framework for automated trading was briefly introduced by Cav-
alcante et al. which focused on financial market time series forecasting processes. The
authors, however, believed that a successful framework for automated trading which in-
corporates forecasting procedures should also be accompanied by trading-related methods
(a primary assumption also adopted in this paper). Their traditional time series forecast-
ing pipeline was, therefore, extended to include a trading strategy and money evaluation
component. As intended by the authors, the framework description unfortunately lacked
depth since it did not serve as the primary contribution of the paper. The remainder
of their paper contains a detailed exposition on different financial time series forecasting
components and methods, including a section on ensemble learning approaches. Their
discussion highlighted the positive impact of ensemble learning methods on forecasting
performance, further supporting the need for, and value of, an ensemble-based trading
algorithm framework.

In a book written by Jansen [13] in 2020, an extensive and detailed algorithmic trading
framework was proposed, which included Python implementation code discussed through-
out the book. With particular relevance to this paper, the book also touched upon the
concept of ensembling machine learning methods based on boosting techniques. The frame-
work is initialised by data pre-processing activities, which include feature engineering.
It then facilitates model initialisation, (hyper)parameter tuning and back-testing. The
framework also highlights the importance of risk management activities and performance
evaluation. Asset selection is performed thereafter which forms the basis for the trad-
ing and portfolio management strategies adopted. The process of executing these trades
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in real time is not covered in the book. Although the framework provides a reasonable
overview of trading algorithm design, the implementation of the framework also depends
sensitively on existing Python trading platforms which restricts user creativity to some
extent. Furthermore, the framework only focuses on machine learning processes, while
lacking guidance as to trading strategy design (and paired risk management strategies).

Other frameworks available in the literature include that of Chou et al. [7], proposed in
1997 as a modular stock selection DSS. This DSS is partitioned into two phases, a data
manipulation phase (which analyses current market events) and an artificial intelligence
phase (which utilises fuzzification to transform numerical data into symbolic attributes).
Ultimately, the knowledge derived from both phases is combined to provide a final se-
lected stock list. Kuo et al. [18] developed a stock trading DSS in 2001 for combining
qualitative stock market data (underpinned by fundamental analyses) with quantitative
data (supported by technical analyses). More specifically, a genetic algorithm-based fuzzy
neural network was employed to generate fuzzy inference rules with a view to measure the
impact of qualitative data on market behaviour. The final results revealed that combining
qualitative and quantitative data yielded improved trading decisions relative to a trading
algorithm focused only on quantitative factors. Lai et al. [19] also proposed a two-phase
offline and online framework for algorithmic trading in 2005. The first phase is dedicated to
offline supervised machine learning forecasts. This information is provided to a web-based
DSS with built-in trading strategies aimed at assisting the trader in formulating trading
decisions. Nuij et al. [23] proposed a framework in 2013 for combining technical indicators
and extracted news events into one cohesive trading strategy. Utilising a genetic algorithm
to determine an optimal rule-based trading strategy, it was claimed that the inclusion of
news events provided valuable contributions to the optimal trading strategy. Petropoulos
et al. [25] proposed a stacked generalisation automated Forex trading framework in 2017
that utilises traditional machine learning methods to obtain dependency patterns between
currency pairs. Correlations between the different currency pairs are determined so as to
obtain signals of exchange rate fluctuations which are then ensembled by invoking stack
generalisation methods.

3 The framework

The review of the literature on algorithmic trading in the previous section hints, to the best
of our knowledge, towards a complete lack of comprehensive intraday algorithmic trading
frameworks. This lack of information on trading algorithm conception and design may be
attributed to the guarded nature of traders who are not willing to share their financial
competitive advantages [35]. Of the existing frameworks reviewed, only the framework
proposed by Narang [20] followed a generic design in the sense of describing fundamental
trading components and concepts, but lacked the level of complexity required to guide
a user in fully designing a holistic trading algorithm. The generic elements of Narang’s
framework were further elaborated upon in a generic framework proposed by Cavalcante
et al. [3], but the latter framework also lacks the information necessary for creating a fully
functioning trading algorithm. Of the remaining frameworks reviewed, none provided a
complete and clear description of how to design, develop and maintain an automated trad-
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ing algorithm. Moreover, these frameworks are most often case- and/or problem-specific.
The majority of the frameworks are also focused on assets other than Forex currency
pairs. Naturally, trading nuances unique to the Forex market are, therefore, ignored in
these frameworks. Books on trading, however, generally provide more in-depth descrip-
tions of trading algorithmic components, but often fail to provide detailed discussions on
the information flow between important trading functionalities (a problem that may be
addressed by a holistic framework). The proposed IETF is, therefore, aimed at finding a
middle ground between the extremely generic design of the frameworks of Narang [20] and
Cavalcante et al. [3], on the one hand, and the other existing problem-specific frameworks,
on the other. Our framework distinguishes itself from existing frameworks by including
the following features:

1. Providing a clear and intelligible road map for designing a holistic Forex intraday
trading algorithm (including implementation recommendations) with the primary
objective of finding a suitable trade-off between maximising returns and minimising
risk.

2. Including guidelines for dynamic heterogeneous expert knowledge ensembling (of mar-
ket price forecast and trading signal generation) and its incorporation into a trading
algorithm.

3. Supporting trading signal generation by including dedicated guidelines for the design,
implementation, and back-testing of trading strategies.

4. Including pre-trade risk analyses for the preemptive design of suitable risk-adjusted
trading strategies and money management strategies.

5. Incorporating automated trading algorithmic performance deterioration monitoring
methods for use during real-time trading.

The proposed IETF facilitates the integration of three overarching primary components as
separate constituents, often found separately in the literature, as illustrated in the context
diagram in Figure 1. These components are dedicated to data preparation, forecasting,
and trading. Each component, and the working thereof, is described with reference to the
modules found within it. Each of these modules, in turn, serves as a high-level blueprint
of tasks deemed necessary in the IETF. These constituent components, along with their
embedded modules, are discussed in further detail in the remainder of this section.

3.1 The data preparation component

The data preparation component of the IETF comprises three modules, numbered 1.0 to
3.0 in the level-one DFD in Figure 2. This component pertains to all non-real-time data
acquisitions, cleaning, and transformations.

Historical market and other data are supplied as input to the data pre-preparation com-
ponent. By leveraging these historical data, a trading algorithm may be designed and
tested without the risk associated with real-time trading. All Forex market data are
supplied by the user in the form of tick data. This data type is required for its detailed
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Figure 1: A context diagram indicating the three constituent components of the IETF
and the modules embedded in each of its components.

portrayal of market behaviour and ease of transformation into lower-resolution representa-
tions. Moreover, conforming to this data type ensures that trading strategy compatibility
is not limited by data format deficiencies. It should be noted, however, that the IETF has
been designed for the Forex market specifically and so only currency pair tick data are
accepted as input market data. Input data for more than one currency pair may, however,
be provided. In such a case, trading is performed in the context of a portfolio of assets
(which is highly advised in order to diversify trading risk). The processes of the data
preparation modules are then repeated for each individual currency pair.

There are an abundance of data vendors from whom Forex market data may be sourced.
Although one would expect the data obtained from these services to be of a high quality,
data recording errors may go unnoticed by these data vendors. As a result, the IETF con-
tains a data cleaning module (Module 1.0) with the aim of improving data quality. The
IETF makes provision for data cleaning processes such as the reformatting of spurious
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Figure 2: Level-one DFD of the data preparation component and its three embedded child
modules.

fluctuations, the correction/removal of erroneous entries, and the resolution of complica-
tions arising from market close times, to name but three. The framework is, however, by
no means limited to the aforementioned data-cleaning methods, although no additional
method should affect the temporal sequence of the adjusted data.

A problem associated with tick data is the inconsistent time intervals between consecutive
data entries. Due to the sheer size of a typical tick data set, the high frequency and incon-
sistent timing of new data entries, tick data complicate data analyses unnecessarily. The
simplest method of dealing with this issue involves transforming tick data sets into lower-
resolution data sets. The most popular transformation results in bar data in which tick
data entries have been binned into equi-temporal intervals (such as one-minute intervals,
hourly intervals, daily intervals, or weekly intervals). Acceptable intervals for intraday
trading are, however, limited to a maximum interval length of less than 24 hours. An ad-
ditional benefit of a transformation to bar data is the ease of generation of additional data
features such as the open price, the price high, the price low, the close price, and the vol-
ume traded for each resulting interval. These features may provide additional insight into
market behaviour which are not as prominently noticeable in tick data. Unfortunately, the
transformation from tick data to bar data, naturally, causes a loss of information which is
directly proportional to the bar data interval size. In the IETF, the bar data resolution
adopted is specified by the user and this resolution specification is provided as input to
Module 2.0 in which all tick-to-bar data transformations are performed.
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The features created in Module 2.0 provide additional, but not necessarily sufficient, in-
formation pertaining to current market events. Module 3.0 is, therefore, dedicated to
the inclusion of any additional features that may provide insight into market conditions.
These features take the form of indicators, which may be partitioned into the classes of
technical indicators and fundamental indicators. Technical indicators are deduced from
existing historical data and often provide user flexibility in the form of adjustable param-
eters. Fundamental indicators, on the other hand, are historical market data independent
of price behaviour and are either quantitative or qualitative in nature. In the context
of the Forex market, common fundamental indicators include a country’s consumer price
inflation, gross domestic products, retail sales, and national earning reports. Technical
indicators are easily derived from existing data sets, while fundamental indicators require
human intervention. The user is, therefore, required to provide the processes of Module
3.0 with the necessary fundamental data as input.

Data manipulation often causes irreversible adjustments to existing data. It is, therefore,
essential that a duplicate of any original data set is stored before data adjustments are
made. Each module deposits, as output, the processed data into a data store (labelled
D1 to D3, respectively). These data stores provide an implicit communication channel
between framework components and may assist in future algorithm design or algorithm
back-testing.

3.2 The forecasting component

The second component of the IETF is its forecasting component. This component utilises
historical market data in order to predict future market price movements in search of a
potential competitive information advantage. The forecasting component comprises five
modules, numbered 4.0 to 8.0 in the level-one DFD of Figure 3.

In time series forecasting, it is assumed that near historical data entries provide an in-
dication of future events (an assumption that also forms the cornerstone of time series
forecasting in the IETF). Look-back periods are, therefore, often used in time series fore-
casting to capture the relationship between consecutive data entries with a view to predict
the next unknown entry. The objective in Module 4.0 is to extract a look-back data set
from the feature data supplied (and stored Data store D3) which is compatible with all
forecasting methods adopted. Transformations applied for this purpose often involve the
implementation of sliding windows, and a subsequence articulation of some basic underly-
ing action as the look-back window moves forward in conjunction with time. This window
size is typically specified by the user. In the IETF, the user also has the flexibility of
specifying the forecasting horizon (e.g. every minute, 30 minutes, or hour). Forecast hori-
zons adopted for the purpose of algorithmic trading should be carefully selected as they
represent the available time during which a trading decision has to be made before the
forecast information expires. Too small a forecasting window may, therefore, not provide
sufficient time to identify a trading opportunity.

Module 5.0 is aimed at time series forecasting method selection, initialisation, and pa-
rameter tuning. This module takes an extensive set of parameters as input. This set
includes the time series forecasting methods that are to be considered, initial values for
their (hyper)parameters, and appropriate algorithmic performance measures. Each fore-



An intraday ensemble framework for automated trading on the Forex market

Validation
performance

Look-back
window size
Forecast

Create
look-back
data set

Performance

measures

Forecasting

Build
forecasting
methods

Trained
methods

Ensemble
forecasting
methods

Ensemble
methods

Performance

Monitor
model(s)
performance

Performance

measures

A \ =1 B3] \
| © .
*g E Trained
g § methods
e |
Tota Feature data = "
el ks
?elt:cted — Feature-selected data % S
eatures Test 2=
Forecasts =
ca) - - = - forecasts =
)
= 2 -Data stream TEle S =
- 8 3RS =
Q 8 "5 ] 2, =
el = )
- Real-time 40 N
Perform < data Porforh
real-time —
forecasting )= Lo
\
sl ¢
wn
gle &2
glg %
o % =) 21
Ll1E Lo
- — E
(&) )
A A

9

|

Figure 3: Level-one DFD of the forecasting component and its five embedded child mod-
ules.



10 Koegelenberg & Van Vuuren

casting method specified by the user is trained in respect of the input data received from
Module 4.0. These data may, however, contain irrelevant or redundant features that in-
crease model complexity and decrease model performance. Feature selection is performed
to reduce the complexity of the data set, by only including a subset of features that signif-
icantly contribute towards forecasting performance. These selected features are stored in
the feature-selected Data store D4 which is utilised by the individual forecasting methods.

Another function performed in Module 5.0 involves determining appropriate values for the
(hyper)parameters of each forecasting method selected. The feature-selected data set is
partitioned into a training data set and a testing data set. The training data set is utilised
along with a selected cross-validation methodology to tune the (hyper)parameters of all
methods. Moreover, the framework user may leverage the efforts of (hyper)parameter
tuning also to identify the most suitable look-back period with a view potentially to
improve further on forecasting method performance. In such a case, the feature-selected
data are returned to Module 4.0. During method tuning, it may become evident that
certain methods suffer from underwhelming performance, indicating that a more pertinent
method selection is required. During method selection, time series forecasting methods
which best model the inherent structure underlying the financial market data should be
selected while the remaining methods should be removed from consideration by the trading
algorithm.

As the name implies, the IETF includes an ensemble module (Module 6.0) in which the
results of all selected time series forecasting methods are combined to create a single
ensembled price forecast. The aim of this module is to improve market forecast accuracy
and forecast generalisation capabilities, by combining the results of numerous diverse time
series forecasting methods. Since individual forecasting method performance may improve
or deteriorate due to changing market conditions, real-time and self-adapting ensembling
methods are recommended for adjusting the configuration of a selected ensemble method
based on the changing performance of individual forecasting methods. Many ensemble
methods, however, require parameter estimation which necessitates an additional training
data set. The user may, therefore, make provision for a small subset of data as the basis
upon which to perform the necessary parameter estimations. This subset of data is not to
be used during method training or validation (Module 5.0), or during method back-testing
(Module 7.0).

Time series forecasting method validation typically does not sufficiently confirm the per-
formance of a time series forecasting method. Back-testing is, therefore, performed during
which real-time trading conditions are simulated with a view ultimately to evaluate fore-
casting performance. Method back-testing is performed in Module 7.0, which utilises the
as yet unseen test data during forecasting method training. These methods are evaluated
according to the user-defined performance measures specified in Module 5.0 or additional
performance measures specified by the user. Module 7.0 provides the user with a perfor-
mance report containing the test performances of the ensembled and individual forecasting
methods. The user may then determine whether the results are sufficient to commence
real-time forecasting. All test forecasts are also stored in Data store D5, which may be ac-
cessed by the trading component. Furthermore, as part of method performance evaluation,
each forecasting method is continually monitored for gradual performance degradation, a
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phenomenon also known as concept drift. These monitoring methods trigger corrective
action (such as method retraining) when the performance of a method fails to meet ac-
ceptable standards.

Up to Module 7.0, all forecast activities were either aimed at tuning, validating, or testing
the performance of the time series forecasting methods. In Module 8.0, the trained and
tested methods of Module 7.0 are used to forecast financial market price movements during
the online phase of the IETF. Naturally, the historical data utilised in previous modules are
not appropriate for real-time forecasting. New real-time data (to be stored in Data store
D6) are hence sourced from data vendors in the form of a data stream which is continually
updated and transformed according to the requirements stipulated in Modules 1.0 to 4.0,
thereby continually updating Data store D3. The various time series forecasting methods,
along with the newly captured data, are harnessed to predict market movements. The user
may request a performance report during real-time execution, similar to that produced in
Module 7.0, which contains the requested performance measures utilised during current
forecasting method performance evaluation. The forecasts made in Module 8.0 form part
of the information provided for trading opportunity identification (stored in Data store
D5) and serve as the primary implicit communication channel between the forecasting
component and the trading component of the IETF.

3.3 The trading component

The trading component, illustrated graphically in the level-one DFD in Figure 4, comprises
five modules (numbered 9.0 to 13.0), all aimed at extracting information from historical
market data and identifying profitable trading signals based on the price forecasts produced
in the forecasting component. This component is aimed at guiding the user through the
entire process of analysing market conditions, designing a trading strategy, and executing
the strategy in a real-world trading environment.

Before a trading strategy may be designed, however, an historical risk analysis is required
in order to evaluate the historical price behaviour of a currency pair under consideration.
Module 9.0 encapsulates all processes required to perform this type of risk analysis, which
involves two overarching processes. First, market volatility risk is analysed. Different types
of analyses exist for this type of risk, including the mean-variance method and value-at-
risk (VaR) analyses. The goal of this type of risk analysis is to gauge the potential impact
that unforeseen events (such as price jumps and extreme market events) may have on
portfolio returns. The results of such an analysis may then be considered during the
design of appropriate risk mitigation strategies. Secondly, Module 9.0 facilitates liquidity
risk analyses, as abrupt changes in market liquidity or an inability to sell assets quickly
can impact the return of a portfolio significantly.

Once the aforementioned risk analyses have been performed, the resulting risk-related
knowledge gathered is leveraged to design appropriate trading strategies by invoking Mod-
ule 10.0. Trading strategies are the main driver of returns and carry the sole responsibility
for generating profits in the IETF. Trading strategy execution may be partitioned into two
separate underlying processes. First, an open strategy is utilised to identify buy signals.
This strategy is responsible for opening positions. These positions are then monitored by
adopting an exit strategy according to which trades are closed once acceptable levels of
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return have been generated or once unacceptable deteriorations in trading performance
have been observed. The most basic form of this type of monitoring involves the imple-
mentation of take-profit and stop-loss threshold values which are supplied by the user.
The trading strategies designed are accompanied by position sizing methods which are
responsible for assigning a lot size to each trade. These methods may utilise the risk anal-
ysis results returned by Module 9.0 to draw risk-related inferences from current market
conditions. Adding to the holistic nature of the IETF, the user is unrestricted in the de-
sign of trading strategies and may design new trading strategies or re-implement existing
successful trading strategies.

After having designed trading strategies in Module 10.0, an ensemble trading strategy
is developed which involves combining the decisions of a collection of trading strategies.
These ensemble strategies may be as simple as employing a majority vote across all trad-
ing strategies or may be as sophisticated as assuming the form of a metaheuristic that
continually assigns an importance score to each trading strategy, to name but two exam-
ples. It is important to note, however, that traders perceive the trade-off between risk and
return differently, a notion referred to as trader risk utility. The ensemble strategy may
consider the user’s risk utility (provided as input to Module 10.0) in order to align trading
decisions with the user’s risk tolerance. The ensembled trading strategies associated with
each currency pair are then further combined in Module 11.0 to create a portfolio of assets
together with a designed portfolio (or asset) management strategy. The portfolio man-
agement strategy is entrusted with appropriating available trading funds to the different
assets.

The processes of Modules 10.0 and 11.0 are only focused on designing the trading, en-
semble, and portfolio management strategies. Upon completion of the ensemble trading
strategy design module, back-testing may commence in Module 12.0. As input, the module
receives the trading strategies designed, along with their corresponding ensemble strate-
gies. The user may opt to specify the time of day during which trades should be made.
Market liquidity and volatility may, for example, increase during overlapped major Forex
exchange trading hours. If a trading strategy has been designed to exploit these circum-
stances, a user may desire only to trade during these relevant time periods. Using the
historical feature data (retrieved from Data store D3) and test forecasts (retrieved from
Data store D5), the user is able to back-test the trading strategies over a specified time
horizon, in conjunction with any take-profit and stop-loss thresholds specified. Iterative
trading strategy parameter tuning may also be performed in Module 12.0 with a view
to improve the trading performance of the individual trading strategies, the ensemble
strategy, and the portfolio management strategy. The tuned strategies are subsequently
back-tested on an unseen data set during which the out-of-sample performance of the
strategies is evaluated. The module provides the user with a performance report based on
user-defined performance measures such as total returns, maximum drawdown, win rate,
and the Sharpe ratio, to name but a few. If the user is satisfied with the performance
thus reported, the tested strategies may be employed during the online phase for real-time
implementation.

The IETF concludes by invoking the real-time trading processes encapsulated in Module
13.0 during its online phase. As input, the module receives the back-tested and approved
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trading strategies from the preceding module. The trading strategies utilise the real-time
data processed in Module 8.0, along with the real-time price forecasts, and are aimed
at identifying trading (buy or sell) signals. These trading signals are sent to an online
trading platform where trades are opened with trading funds stored in an electronic wallet
(Data store D7). Open positions are monitored by the trading strategies which determine
when a trade should be terminated and the electronic wallet is updated with the relevant
profit/loss margin. The trading performance is also communicated to the user via a trading
performance report.

4 Proof-of-concept framework instantiation

A computerised trading instantiation was developed by the authors in the programming
language Python according to the design guidelines of the IETF in an attempt to validate
the framework proposed in §3. This instantiation was subsequently tested under simulated
real-world trading conditions utilising a portfolio of four Forex currency pairs, namely
the AUD/CAD, AUD/NZD, EUR/USD, and USD/CHF currency pairs. As trading was
conducted on historical data, the online phase modules of the IETF (Modules 8.0 and
13.0) were not considered during the validation analysis documented in this section.

The validation analysis was focused on evaluating the performance of the IETF instantia-
tion when executed on 2022 market data. The performance analysis period for the IETF
instantiation validation was selected as the (volatile and liquid [31]) trading period from
mid-January to the end of June. This time frame allows for ample opportunity during
which intraday trading may be conducted and trading performance evaluated. The start
of the testing period was intentionally selected as mid-January so as to include a subset of
data realising after the abnormal market conditions often observed during the December
festive season and the New Year’s holidays [31] (which formed part of the training period).

Furthermore, all trading was conducted from the perspective of both risk-seeking and
risk-averse trading styles in order to evaluate the ability of the IETF instantiation to
adapt to different trading preferences. For the purposes of this analysis, a risk-seeking
individual was defined as an individual who aims to maximise profitability in all possible
situations (with little to no emphasis on trading risk). A risk-averse individual, on the
other hand, was defined as an individual who values the importance of returns, but is
willing to sacrifice returns generated if the choice results in less risk being taken (i.e. who
pursues less volatile return curves).

4.1 The data preparation component

The data preparation component input data initialised for trading during the 2022 testing
period comprised cleaned tick data which were pre-processed to 15-minute bar data ranging
from January 2021 until the end of June 2022 for each respective currency pair. These
input data were further partitioned into a training data set (ranging from the start of
January 2021 until mid-January 2022) and a testing data set (ranging from mid-January
2022 until the end of June 2022). The input data were further augmented to incorporate
87 additional technical indicators from the ta-lib Python library [30] in order to create a
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final data feature set containing 92 features. This data set was utilised by the forecasting
and trading components of the IETF.

4.2 The forecasting component

Five different machine learning time series forecasting methods were considered during
implementation of the forecasting component in order to perform a one-step-ahead forecast
at each time step. These methods were a long short-term memory neural network (LSTM),
a support vector machine (SVM), a random forest (RF), an extreme gradient boosting tree
(XGBoost), and a k-nearest neighbour (k-NN) regression method. These methods were
employed to forecast a discrete wavelet de-noised logarithmic return series of the close
price for each Forex pair and were tuned over a 21 trading day tuning period consisting of
the most recent training data available. A sliding window cross-validation approach was
adopted with a test set sample size of 60 time steps for each slide. During this tuning
procedure the number of descriptive features (produced as output by the data preparation
component and ranked by the TSFRESH algorithm [8] based on the importance of a
feature in describing the target feature), the size of the training data set for cross-validation
iteration, and the look-back window size utilised to generate forecasts were determined.
Moreover, each machine learning time series forecasting method was also subjected to
hyperparameter tuning.

The time series forecasting methods were ensembled according to a dynamically adjusting
weighted ensembling approach (a combination of the adaptive ensembling approach of Choi
and Lee [6] and the error compensation ensemble approach of Su et al. [28]). This ensemble
design involves adjusting the ensemble weights of the individual forecasting methods based
on their near-historical forecasting performance. When considering n different forecasting
methods, the ensemble weight associated with the i-th forecasting method at time ¢ 41 is
obtained according to the expression

Wy = Wi+ MW,
where A € [0, 1] represents the learning rate and Aw! is the allowed change in forecasting
weighting, which is given by
I
ef +---+ef

7
wt,

Awiyy =
where e} is the near-historical look-back error of the i-th forecasting method at time ¢.
This error is calculated as
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: S 1/ (exp(—tn))

where Q! is the absolute error achieved by forecasting method i at time ¢, ¢ is the size
of the error look-back window, and 7 is an exponential decay factor (which is related to
the size of the look-back window), taken as n = ¢/(¢ — 1). Older forecasts are, therefore,
assigned lesser importance. The final ensemble weights are subsequently normalised so
as to ensure a unit sum. As a result, the dynamically adjusting weighted ensembling
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technique alters the importance of the different forecasting methods in real time so as to
adapt to changing market conditions by considering historical forecasting performance.
This ensemble approach was tuned by determining the look-back size of the historical
absolute forecast errors and learning rate (utilising the same training data as in the case
of the individual forecasting methods).

All forecasting methods, along with the best-performing ensemble method identified, were
subsequently applied to the test data set utilising a 60 time step sliding window procedure
before method retraining was performed (akin to the cross-validation approach adopted
during the training procedure).

In an attempt to improve the forecasting performance of the ensemble method, and prevent
the adverse effects of concept drift (as outlined in the discussion pertaining to Module 7.0),
the price jump exit and re-entry strategy proposed by Koegelenberg and van Vuuren [16]
was implemented. This strategy utilises a VaR confidence interval over a fixed period
length in order to determine whether a price jump has occurred. These price jumps
cause an increase in market volatility which, in turn, raises the complexity of obtaining
accurate forecasts. All forecasting procedures are, therefore, halted once a price jump
has been identified. Market conditions are monitored thereafter according to an entropy
information analytic approach. Once market conditions are deemed to have re-stabilised,
the forecasting methods are retrained and re-executed.

The price jump exit and re-entry strategy was tuned by assessing the ability of the strategy
to identify manually labelled price jump periods in the 2021 training data. The perfor-
mance was measured in respect of the relative hit rate (the proportion of labelled price
instances positively identified by the strategy) and the relative forecasting trading dura-
tion (the proportion of available time during which forecasts could be generated relative to
the available trade duration of the labelled data). The parameters tuned consisted of the
look-back window considered when calculating VaR confidence intervals and performing
entropy information analyses, the confidence level of the VaR analysis, and the sensitivity
of the entropy information analysis. The parameter combination which yielded a hit rate
proportion of at least 0.6 was selected.

4.3 The trading component

The trading component was initialised by first performing pre-trade risk analyses. More
specifically, a simple asset correlation analysis, an asset variability analysis, and a VaR
analysis (on an individual asset basis) were performed. The information thus gathered
was subsequently considered during the trading strategy design procedure.

Five different technical indicator-based trading strategies were considered during the exe-
cution of the trading component. These strategies are the dual-CCI (d-CCI) strategy [33],
the short-term scalping (SCALP) strategy, the Bollinger squeeze (BS) strategy, the Schaff
trend cycle (STC) strategy [32], and the triple super trend (TST) strategy [2]. All strate-
gies were executed in parallel and were allowed to identify trades freely. Open positions
were subsequently closed once a predefined take-profit or stop-loss level had been reached.

The strategies were tuned over a two-month trading period in 2021, from September to
October, and subsequently validated from November until the end of the training data set
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for each currency pair. Trades were executed utilising lot sizes of 0.025 (for a total portfolio
lot size of 0.1 if a single strategy were to be executed on each asset individually) and were
subject to a fixed brokerage commission fee of 0.175 pips. This fee scaled dynamically
relative to the position size. Trading balances were initialised to 100 USD for all currency
pairs, which were then converted into an equivalent quote currency trading amount for
each trade!. Furthermore, a trading leverage of 100:1 was assumed for all trading activities
and a certificate of deposit was selected as a risk-free investment baseline (for all internal
algorithmic benchmarking purposes) which yielded a 0.60% return at the time [36].

All trading strategies were subsequently ensembled by employing the automated trading
decisions assistance tool (ATSDAT) proposed by Koegelenberg and van Vuuren [15]. This
tool utilises the technique for order of preference by similarity to ideal solution (TOP-
SIS) [12] multiple-criteria decision making method to determine autonomously which
trading strategy to select based on a set of weighted performance criteria. These cri-
teria consisted of (1) the mean normalised return, (2) the normalised downside risk, (3)
the normalised cumulative return range, (4) the Sharpe ratio, (5) the win rate, and (6)
the average length of trade?.

Two criteria importance weighting schemes were considered in order to model risk-seeking
and risk-averse trading preferences. These corresponding weights were generated by com-
paring the aforementioned six performance criteria in pairs according to the analytic hier-
archy process (AHP) [26] in conjunction with a linear judgement scale [37], which yielded
the comparison matrix

1 2 3 4 5 6
1/1 8 7 5 2 8
1 1 1 1
21s L 3 3 5 !
1 1
32 4 11 % 6
Crs= 4% 5 1 1 & 3
5(3 6 3 5 1 8
1 1 1 1
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for the risk-seeking scenario and the comparison matrix
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for the risk-averse scenario. The principal eigenvectors of these comparison matrices ulti-
mately yielded the weightings wrg = (0.440,0.036,0.110,0.099, 0.282,0.033) for the risk-

!The additional profits/losses associated with this conversion due to the changing relationship between
the USD and the quote currency during a trade were assumed to be negligible as leverage trading was
utilised over short trading horizons.

2Performance criteria 1, 3, and 4 were also adopted by Koegelenberg and van Vuuren [15].
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seeking scenario and wra = (0.082,0.292,0.106,0.145,0.316,0.059) for the risk-averse
scenario.

The ensembled trading strategies of each currency pair were subsequently combined ac-
cording to a portfolio management approach. Traditional portfolio management ap-
proaches often utilise the importance weightings assigned to the different assets as an
indication of how much trading balance should be dedicated to each asset. The IETF
instantiation, however, deviates from this traditional approach towards assigning capital
to different assets by rather employing portfolio management as a method for controlling
position sizing (thereby allocating lot sizes to the different assets).

It is important to note that the costs of, for example, similarly sized lots in respect of
the EUR/USD and AUD/CAD currency pairs via a centralised portfolio currency balance
are not equal in value and so trading in these pairs will, therefore, not contribute the
comparable monetary profits. The portfolio management approach adopted, however, only
aims to measure the relative prospects of trading one currency for another and rewards
those assets which are more favoured with larger position sizes. As a result, the focus
shifts from managing a centralised portfolio balance to evaluating the potential benefit of
trading a specific currency pair relative to the benefit of trading the other currency pairs.
In order to compare this benefit of trading one asset for another, the percentage change
in price when opening and closing a trade is measured and compared.

A cardinality-constrained portfolio management approach was adopted in the IETF in-
stantiation. More specifically, an adaptation of the quadratic mixed integer programming
model proposed by Chang et al. [5] was adopted in which the objective is to

N N
minimise g E WiW; 054,
w,x

i=1 j=1
subject to the constraints
n
D wini 2 R,
j=1
n
D w < L
j=1
> K,

n
>
j=1

ar; < wj < Bz, j=1,...,n,
z; € {0,1}, j=1,...,n,

where w; is the weight assigned to the j-th asset, p; is the expected return of the j-th
asset, R* is a target portfolio expected return value (which may be adjusted in order to
estimate the efficient frontier), K is natural number no larger than n which dictates the
minimum number of assets traded in the portfolio, a and [ are respectively lower and
upper bounds on the weights assigned to the j-th asset, x; is a binary value indicating
whether the j-th asset is selected for trading, and o is the downside risk, calculated as
proposed by Estrada [10].
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Portfolios were re-evaluated every 24-hours during which the lot size assigned to each
portfolio was determined. The portfolio weighting bound constraints were adjusted to
ensure a minimum lot size of 0.01 (often considered the smallest tradable lot by brokers)
and a maximum lot size of 0.025 (the initial lot size previously specified). The minimum
number of assets allowed to be traded was taken as K = 4 for the risk-seeking scenario,
providing the highest likelihood of generating maximum returns by forcing all assets to
be traded. The portfolio diversity was, however, initialised by taking K = 2 for the risk-
averse scenario, allowing the cardinality-constraint portfolio management to be selective
when determining which assets to trade (potentially excluding underperforming assets
from consideration), while still enforcing active trading.

Furthermore, the forecasts ensembled by the forecasting component were considered in
an attempt to refine the lot sizes allocated dynamically during the 24-hour re-evaluation
period. These forecasts were not allowed to override the decisions recommended by the
trading strategies, but rather served as an additional source of information to consider
when trading-related decisions are made. The ensemble forecasts were ultimately incor-
porated with respect to the following trading rule:

If a trade has been identified and the forecast direction of the next time step
complements the trade type, the allocated lot size is increased. Long positions
are complemented by upward market forecasts, while short positions are com-
plemented by downward market forecasts. If the forecast direction does not
agree with the trade type, however, the position lot size is reduced.

The magnitude of the lot size adjustment depended on the uncertainty associated with
the forecasts generated. For the purpose of this analysis, the relative performances of the
ensemble forecasts were taken as a measure of market uncertainty. If market conditions are
stable, it is expected that there will be an improvement in forecasting performance and,
therefore, an increase in forecasting certainty. Conversely, if a steady decrease in forecast-
ing performance is observed, it may be indicative of the fact that market characteristics
have become less favourable for forecasting purposes and that the ensuing forecasts are
associated with a higher degree of uncertainty.

The uncertainty analysis was performed over a look-back window of past forecasting errors
at each forecasting time step. A quantile error regression method [17] was employed to
estimate the conditional distribution of the forecasting errors observed over the analysis
window. More specifically, the method was applied with the aim of obtaining upper and
lower quantile regression lines which represent the distribution range of errors at a certain
degree of certainty. Wide quantile ranges induce a larger degree of forecast uncertainty
than narrower quantile ranges. The quantile range of past errors was recorded for each
time step. A second look-back window was considered (which included the current time
step), this time concerned with the size of the historical quantile ranges. The widest
and narrowest quantile ranges were identified over this window against which the relative
certainty of the most recent quantile range was measured as

CQR— NQR

tainty =1— ———
Certainty WOR-NQR’
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where CQR is the most recent quantile range, NQR is the narrowest quantile range, and
WQR is the widest quantile range. If CQR = NQR, the largest degree of certainty is
obtained, while the smallest degree of forecast certainty is observed if CQR = WQR. The
lot sizes assigned by the cardinality-constrained portfolio management method, denoted
by LS;, were then adjusted as

LS;.q; = LS; + Certainty x RLS, j=1,...,n

if the forecast direction complemented the trade type identified, or

LS. = LS] - Certainty X RLS, if LSj,a,dj > 001,

adi =
hed 0.01, otherwise
for j = 1,...,nif the forecast direction did not complement the trade type (so as to ensure
that a lot size smaller than the minimum allowed 0.01 size would not be assigned to an
asset), where RLS is a trader-specified maximum lot size adjustment value.

5 Validation results and discussion

Leveraging the modular design of the IETF instantiation, simulated real-world trading
test results were generated in a stepwise manner for both the forecasting and trading com-
ponents. This modular approach allowed for the evaluation of the trading performances of
the individual forecasting methods and trading strategies, while also allowing for an eval-
uation of how the trading performances were influenced when integrating trading strategy
ensembling, portfolio management, and forecast-based position resizing.

5.1 Forecasting component results

The test results of the individual forecasting methods and the best-performing dynami-
cally adjusting weighted ensembling results are summarised in Table 2. These forecasting
performances were compared against that of a simple naive de-noised forecasting method,
which is also presented in the table.

It may be observed in the table that the dynamically adjusting weighted ensembling tech-
nique yielded the best forecasting performance across all currency pairs (apart from the
best MAE results for the USD/CHF currency pair being achieved by the SVM method),
as highlighted in bold face in Table 2. Although the ensemble method improvements were
modest (providing a maximum performance improvement of 0.800% and 1.250% in RMSE
and MAE, respectively, when compared with the next-best forecasting method), the en-
semble method benefited from more consistent performance results than the individual
forecasting methods across all currency pairs. Furthermore, the ensemble approach also
outperformed the naive forecasting baseline, indicating that the forecasting methods were
able to generate sensible forecasts, at least in terms of forecast direction.

In an attempt to improve further upon forecasting performance, the testing procedure
was repeated, this time including the price jump exit and re-entry strategy as a form
of reactive concept drift containment. The final ensemble forecasting test results and
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remaining forecasting trade duration proportion, when considering the price jump exit
and re-entry strategy, are provided in Table 2 for each currency pair.

Table 2: The quality of the ensemble forecast testing results and the remaining forecast-
ing trade duration proportion when adopting the price jump exit and re-entry strategy,
including the percentage improvement in RMSE and MAE relative to those of the ensem-
ble forecasts when omitting the price jump exit and re-entry strategy (RMSE and MAE
results are of order x107%).

. Trade RMSE MAE
Currency pair | RMSE~ MAE duration | improvement (%) improvement (%)
AUD/CAD 2.472  1.690 0.874 1.827 2.199
AUD/NZD 1.686 1.156 0.942 0.940 1.027
EUR/USD 2.904 1.791 0.869 2.321 2.821
USD/CHF 2.706 1.661 0.934 2.416 2.179

The results in Table 2 represent a forecasting improvement of between 0.940% and 2.416%
in RMSE and an improvement of between 1.027% and 2.199% in MAE. Although these
results again represent modest improvements, they indicate that the price jump exit and
re-entry strategy was successfully able to identify periods of volatile market conditions
which had an adverse effect on forecasting performance. These improvements were also
accomplished while still maintaining reasonable forecast trade duration proportions be-
tween of 0.869 to 0.943 for the respective currency pairs, during which forecasts were
generated in an attempt to improve the performance of the overall trading performance.

5.2 Trading component results

After having assessed forecasting performance, the trading component was executed in
respect of the same test data. At first, these results were generated without considering
the results of the forecasting component. Instead, the trading performances of the indi-
vidual trading strategies and the ensembled trading strategy were evaluated. The trading
outcomes of the risk-seeking and risk-averse trading ensemble scenarios are summarised in
Table 3. The table also contains the average trading performance of the individual trading
strategies combined and the trading performance of a buy and hold S&P500 index baseline
investment over the same trading period. Moreover, the performance of the individual, as
well as the risk-seeking and risk-averse ensemble scenarios, are also illustrated graphically
in Figures 5-8 for the respective currency pairs.

Upon analysing the individual trading strategies presented in Figures 5-8 (along with the
average strategy performance measures summarised in Table 3), it is evident that the
different trading strategies yielded completely diverse trading performances, as expected.
These individual trading strategies served as a suitable baseline against which the risk-
averse and risk-seeking ATSDAT ensembling strategy performances summarised in Table 3
and illustrated in Figures 5-8 could be compared. Comparing the average performance
of the individual trading strategies with those of the risk-seeking and risk-averse trading
scenarios, reported in Table 3, it may be observed that both ensemble scenarios generally
yielded superior trading results (except for the EUR/USD currency pair). These improve-
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Table 3: The trading performance achieved in the risk-seeking and risk-averse trading
strategy ensemble scenarios, together with appropriate trading baselines against which
trading performance was evaluated.

Trading Annualised . Number of Sortino
approach Returns (%) volatility (%) Win rate (%) trades ratio
AUD/CAD
Risk-seeking 17.094 43.939 74.157 145 0.985
Risk-averse 16.046 43.143 72.602 109 0.976
Strategy averages —27.596 64.423 54.419 104 —0.806
Baseline (S&P500) —17.361 23.202 — 1 —1.743
AUD/NZD
Risk-seeking 8.480 30.969 63.953 143 0.710
Risk-averse 8.856 28.114 70.667 120 0.740
Strategy averages —28.941 65.534 47.973 116 —0.970
Baseline (S&P500) —17.361 23.202 — 1 —1.743
EUR/USD
Risk-seeking —31.015 77.941 56.944 121 —0.444
Risk-averse —50.884 43.633 44.738 52 —2.549
Strategy averages —25.195 87.850 50.410 132 —0.427
Baseline (S&P500) —17.361 23.202 — 1 —1.743
USD/CHF
Risk-seeking 35.927 45.952 69.329 140 1.952
Risk-averse 19.971 22.769 66.667 63 2.695
Strategy averages —5.390 82.715 52.968 113 0.817
Baseline (S&P500) —17.361 23.202 — 1 —1.743

ments are observable in the form of improved trading returns, lower trading risk measured
in terms of annualised volatility, larger win rates, and higher Sortino ratios.

Moreover, inspecting the performance of risk-seeking and risk-averse ensemble trading sce-
narios in Table 3 reveals that the ATSDAT executed trading decisions that were in line
with risk-seeking and risk-averse trading preferences. This claim is supported by the num-
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Figure 5: Cumulative return curves generated by the individual trading strategies, the
risk-seeking ensemble scenario, and the risk-averse ensemble scenario for the AUD/CAD
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Figure 6: Cumulative return curves generated by the individual trading strategies, the
risk-seeking ensemble scenario, and the risk-averse ensemble scenario for the AUD/NZD
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Figure 7: Cumulative return curves generated by the individual trading strategies, the
risk-seeking ensemble scenario, and the risk-averse ensemble scenario for the EUR/USD
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Figure 8: Cumulative return curves generated by the individual trading strategies, the
risk-seeking ensemble scenario, and the risk-averse ensemble scenario for the USD/CHF

currency pair.

ber of trades executed in both scenarios. The risk-seeking ensemble scenario consistently
saw more trades than the risk-averse ensemble scenario (up to 77 additional trades). This
excessive number of trades indicates that the risk-seeking scenario clearly followed a more
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opportunistic trading approach (often executing more trades than the average number of
trades executed by the individual trading strategies), while the risk-averse scenario was
more conservative in identifying trades. As a result of the aforementioned opportunis-
tic trading behaviour, the risk-seeking ensemble scenario generated more returns than the
risk-averse scenario when trading on the AUD/CAD, EUR/USD, and USD/CHF currency
pairs, while naturally sacrificing return volatility (or risk). The risk-averse ensemble sce-
nario outperformed the risk-seeking ensemble scenario in terms of return volatility across
all currency pairs. This reduced volatility also translated to higher Sortino ratios obtained
in the risk-averse scenario for those assets which generated profitable returns, demonstrat-
ing that a greater emphasis was placed on the risk-return trade-off. It is also worth noting
that the win rate percentage of the risk-seeking scenario was generally higher than that
attained in the risk-averse scenario (a performance measure that may be of greater im-
portance for a risk-averse individual). This win rate outcome is, however, understandable
as the TOPSIS importance weights of the win rate criterion for the risk-seeking and risk-
averse scenarios were 0.282 and 0.315, respectively. A dominant risk-averse scenario win
rate percentage improvement was, therefore, not expected.

Considering the S&P500 baseline, the investment opportunity resulted in a 17.361% loss at
a 23.202% annualised volatility (as summarised in Table 3). As a result of the unfavourable
S&P500 market price behaviour, the IETF instantiation emerged as the superior trading
alternative for the AUD/CAD, AUD/NZD, and USD/CHF currency pairs in both the risk-
seeking and risk-averse scenarios. This trading result highlights the benefit of utilising
trading strategies which execute both longs and shorts in order to remain robust with
respect to both upward and downward asset price movement. In contrast, buy and hold
strategies are limited to benefiting from one asset price direction.

Following the testing procedure of the ATSDAT ensemble method, the test runs were
repeated in order to evaluate the trading performance of the IETF instantiation when in-
cluding the cardinality-constrained portfolio management approach towards managing the
four-currency pair portfolio. The trading results obtained when employing this portfolio
management approach are summarised in Table 4, with the cumulative portfolio returns
illustrated graphically in Figures 9(a) and 9(b) for the risk-seeking and risk-averse trading
scenarios, respectively.

Analysing these results highlights the benefits of adopting cardinality-constrained portfo-
lio management in both the risk-seeking and risk-averse trading scenarios. Considering
the cumulative return curves of the risk-seeking scenario in Figure 9(a) first, it may be
observed that the curves replicate the trading decisions of the ensemble return curves previ-
ously discussed, but with a noticeable decrease in return volatility. In fact, the annualised
volatility percentage of the returns across all currency pairs was reduced, with recorded
improvements ranging between 24.074% and 58.460%. These improvements were, natu-
rally, a result of the dynamic reallocation of position sizes based on historical currency pair
ensemble trading results. The portfolio management approach did not assign the maxi-
mum allowed lots to the respective currency pairs over the entire test run, which reduced
the ensemble returns of the AUD/CAD and USD/CHF currency pairs from 17.094% to
7.583% and from 35.927% to 28.800%, respectively. The portfolio management results
seemed to improve most for the AUD/NZD and EUR/USD currency pairs as the returns
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Table 4: The trading performances achieved in the risk-seeking and risk-averse trading
strategy ensemble scenarios when invoking the cardinality-constrained portfolio manage-

ment approach in order to control position sizes.

Trading Annualised Sortino
approach Returns (%) volatility (%) ratio
AUD/CAD
Risk-seeking 7.583 33.361 0.623
Risk-averse 1.047 13.753 0.225
AUD/NZD
Risk-seeking 10.525 17.395 1.350
Risk-averse 1.992 9.479 0.463
EUR/USD
Risk-seeking —11.589 32.377 —0.587
Risk-averse —11.053 9.078 —2.129
USD/CHF
Risk-seeking 28.800 26.665 2.563
Risk-averse 12.602 11.594 3.380
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Figure 9: Cumulative return curves obtained when employing the cardinality-constrained
portfolio management cumulative return curves for dynamic lot sizing in (a) the risk-
seeking scenario and (b) the risk-averse scenario.
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of the AUD/NZD currency pair improved from 8.480% to 10.525%, while the loss incurred
by the EUR/USD currency pair improved from 31.015% to 11.589%. These improvements
in returns resulted in the overall cardinality-constrained portfolio being more profitable
than the combined returns of the assets when not considering portfolio management.

These recorded returns combined with the reduction in return series volatility resulted in
improved Sortino ratios for the AUD/NZD and USD/CHF currency pairs.

The same promising performance was recorded in the case of the risk-averse portfolio man-
agement approach. First, the same improvement in annualised volatility observed in the
risk-seeking scenario was also obtained in the risk-averse scenario. More specifically, an
improvement ranging between 49.080% and 79.194% was recorded across all the currency
pairs. These volatility improvements were caused by extended periods of trade intermit-
tency (which is evident when evaluating the cumulative return curves of Figure 9(b)) as
a result of an asset not being selected for trading according to the cardinality-constrained
portfolio management approach. This trade intermittency, along with conservative lot
sizes being assigned by the portfolio management approach, naturally, saw a reduction in
returns for all profitable currency pairs (negatively affecting the Sortino ratio in the case
of the AUD/CAD and AUD/NZD currency pairs), while a loss improvement from 50.410%
to 11.053% was observed for the EUR/USD currency pair. The profitable currency pairs
were, therefore, able to overcome the losses incurred when trading the EUR/USD currency
pair, changing the previously unprofitable asset portfolio (when combining the returns of
the assets before employing portfolio management) into a profitable one. Moreover, the
general conclusion may be drawn that the parameter value K = 2 significantly reduced
the profitability of those profitable currency pairs, which counter-intuitively reduced the
Sortino ratios of the affected pairs. These reductions contributed substantially to lower
return volatility and a reduction in losses incurred for those assets (two or fewer) that
were unprofitable.

Finally, the outputs of the forecasting and trading components were combined by incor-
porating the dynamic position resizing approach. The final portfolio cumulative return
curves (along with the original portfolio cumulative return curves) are illustrated graphi-
cally in Figure 10 for the risk-seeking and risk-averse trading scenarios.

Focusing on the risk-seeking scenario of Figure 10(a) first, it is evident that the dy-
namic position resizing strategy increased the overall profitability of the trading port-
folio. More specifically, minor improvements in generated returns were obtained in the
case of the AUD/CAD and AUD/NZD currency pairs. The losses incurred when trading
the EUR/USD currency pair also improved from 11.589% to 7.950%, while the profits
generated when trading the USD/CHF currency pair improved from 28.800% to 32.479%.

The result of the risk-averse scenario of Figure 10(b), on the other hand, yielded less signif-
icant improvements in trading performance. Considering the AUD/CAD and AUD/NZD
currency pairs first, the minor improvement in returns generated by the dynamic position
resizing approach, when trading the AUD/CAD currency pair, was somewhat negated by
the deterioration in final returns observed in the case of the AUD/NZD currency pair. The
impact of the dynamic position resizing approach on these two currency pairs, therefore,
had a negligible effect on the overall profitability of the trading portfolio. A more no-
ticeable deterioration in final returns was, however, recorded for the EUR/USD currency
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Figure 10: Cumulative return curves obtained when employing the cardinality-constrained
portfolio management approach and dynamic position resizing technique in (a) the risk-
seeking scenario and (b) the risk-averse scenario.

pair, decreasing from —11.053% to —12.012%. The adverse effect of these losses was, how-
ever, compensated for by the USD/CHF currency pair which recorded a return increase
from 12.602% to 14.231%. The overall profitability of the portfolio was, therefore, slightly
increased upon when implementing the dynamic position resizing approach.

6 Conclusion

A framework, referred to as the IETF, was proposed in this paper for intraday ensemble
Forex trading. This framework comprises three constituent components which are devoted
to the processes necessary to conceptualise and implement an intraday ensemble-based
trading algorithm successfully. The first component, the data preparation component, is a
roadmap for cleaning and reformatting all input data, as well as engineering all necessary
features to be utilised by the remaining components. The forecasting component utilises
these pre-processed data, along with an ensemble of different forecasting methods, to
facilitate the prediction of future market behaviour. These forecasts are, in turn, combined
with an ensemble of trading strategies in the trading component so as to identify profitable

trading opportunities.

Utilising the road map encapsulated in the proposed framework, a computerised trading
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instantiation was created according to the IETF and back-tested in respect of a portfolio of
four different Forex currency pairs traded under simulated real-world trading conditions.
Moreover, trading was conducted from both the perspectives of a risk-seeking individual
and a risk-averse individual in order to evaluate the ability of the instantiation to adapt
to different trading preferences. The trading results demonstrated that the instantiation
was able to generate profitable trading portfolios for both the risk-seeking and risk-averse
trading scenarios and that the trading algorithm benefited from incorporating ensembling
principles in both the forecasting and trading components.

In future work, the IETF may be extended also to support a more diverse range of asset
types in a bid to diversify the trading portfolio further. Moreover, in terms of the IETF in-
stantiation validation process, the analysis may be extended to consider a different trading
period so as to determine whether the trading algorithm is robust to varying market con-
ditions. Such an additional analysis need not exclude live trading considerations in which
a real-time connection is made with an online broker and paper trading is conducted.
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